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BAYESIAN DECISION
1. Notations and reminders



Notations for discrete RV
• Series of classes/labels are modeled by a stochastic process

with as many random variables as there are samples:

• Each random variable        is assumed to be discrete-valued

• Notations:

X = XN
1 = {X1, X2, . . . , Xn, . . . , XN}

<latexit sha1_base64="mcoug/XVW10we/sGushgNgxDvIc="></latexit>

Xn
<latexit sha1_base64="YBii+z39iTAbDt3mHGnVmordGKU="></latexit>

Xn 2 ⌦ = {1, . . . ,K}
<latexit sha1_base64="Jzu++MHI/fVtAZqjBPrMV+v0qTI="></latexit>

p(X = x) = p(x) = p(X1 = x1, . . . ,XN = xN )
<latexit sha1_base64="MiAklTtTxJ22ctvARm6yOVjPTls="></latexit>

p(X = x) = p(x)
<latexit sha1_base64="CDjPedkSMxcqTFOKoow/0ryJ75E="></latexit>
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• Szries of observations of length N are modeled by a 
stochastic process with as many random variables as 
there are samples:

• Each random variable       is assumed to be real-valued
and characterized by a pdf (mostly Gaussian).

• Notations: 

Y = Y N
1 = {Y1, Y2, . . . , Yn, . . . , YN}

<latexit sha1_base64="ucC+3DLGO/JkGkpwdSGkNN3Oszg="></latexit>

Yn
<latexit sha1_base64="xluFXA3Kh7ftrEO8Ht+wXaZAa1Q="></latexit>

p(Y = y) = p(Y 2 dy) = p(y)
<latexit sha1_base64="1tG97pFGIOdJGXevLMMWxT9ZVzg="></latexit>

p(Y = y) = p(Y 2 dy) = p(y) = p(Y 1 = y1, . . . ,Y N = yN )
<latexit sha1_base64="LXYfSBmfPNPAHbPcn1gxGiOQcrk="></latexit>

Notations for continuous real-valued RV
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• The expectation of a discrete RV is given by 

• The expectation of a continuous RV by

E[X] =
X

k2⌦

k p(X = k)

E[g(X)] =
X

k2⌦

g(k) p(X = k)
<latexit sha1_base64="cH4tKwJW9Z1QpqM+1oKC6gQJ5RE="></latexit>

E[Y ] =

Z 1

�1
y p(Y = y) dy

E[g(Y )] =

Z 1

�1
g(y) p(Y = y) dy

<latexit sha1_base64="Hf0sVshMWi9kwyCOTz3txV9b40Y="></latexit>

A few reminders
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f(y|µ,�2) =
1p
2⇡�2

e�
(y�µ)2

2�2

<latexit sha1_base64="Q4hiRiSr0pOFlH0Fu26H9SWS5OI="></latexit>

We will write Y  N
�
µ,�2

�
<latexit sha1_base64="mz8Onf/JixwzzMSSRkKXLnjhuK0="></latexit>
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We will write Y  N
�
µ,�2

�
<latexit sha1_base64="mz8Onf/JixwzzMSSRkKXLnjhuK0="></latexit>

• The mean is the expected value of Y 

• The variance is the expected squared deviation

µ = E[Y ]
<latexit sha1_base64="qjoB3OuwinVyQ/z06iX+JIHyeik="></latexit>

�2 = E
⇥
(Y � µ)2

⇤
<latexit sha1_base64="Ya1hTBEqnKXHInnoEClgELwHmxo="></latexit>
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BAYESIAN DECISION
2. Hand-made example



Bayesian Decision Theory
Bayes formula



Bayesian Decision Theory

Posterior Prior Likelihood

P (X = 2|Y = y) + P (X = 1|Y = y) = 1
<latexit sha1_base64="(null)">(null)</latexit><latexit sha1_base64="(null)">(null)</latexit><latexit sha1_base64="(null)">(null)</latexit><latexit sha1_base64="(null)">(null)</latexit>

under the following condition

Bayes decision (2 classes)

We try to predict the sex (X=1 or X=2) of a person from its height (Y)



Source: https://en.wikipedia.org/wiki/Human_sex_ratio

A priori probabilities
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Conditional probabilities

Normalized histogram of men’ size in 
France in the seventies and estimated
Gaussian density.

p(Y = y|X = 1)
<latexit sha1_base64="CqixEOB0R1TehCsw4lOZG6jKlwI="></latexit>



2. Bayesian Decision Theory
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• Bayesian Decision Theory is a 
fundamental statistical approach to 
the problem of pattern classification.

• Quantifies the trade-off between
various classifications using
probability and the costs that
accompany such classifications.

• Assumptions:
• Decision problem is posed in probabilistic terms.
• All relevant probability values are known.

• The classification is to estimate a realization of the hidden X
from the observable Y. 

Fingerprint classification



BAYESIAN DECISION
3. Bayesian strategy for classification

Nicolas Bayes, 1702-1761,
English statistician



Bayesian strategy for classification
18

• A priori law (prior):

• Conditional laws (likelihood) :

• Joint law:

• Mixture:

• A posteriori law (posterior):

p(Y = y|X = k) = fk(y), on R
<latexit sha1_base64="VAMbDrFNdK1/q1YWvh3XSslpApY="></latexit>

p(Y = y,X = k), on R⇥ ⌦
<latexit sha1_base64="YCqmKR5gdzTFgQLHgHCd964w8fM="></latexit>

p(X = k) = p(k) = ⇡k, on ⌦ = {1, . . . ,K}
<latexit sha1_base64="U9BLkJe+nrJpc4HjTwN7qf6u6Fo="></latexit>

p(Y = y) =
KX

k=1

p(Y = y,X = k) =
KX

k=1

⇡k fk(y)
<latexit sha1_base64="o6tehGtV7F4vZJNC0BR8G9diJ+o="></latexit>

p(X = k|Y = y) =
p(Y = y,X = k)

p(y)
=

⇡k fk(y)PK
l=1 ⇡l fl(y)

<latexit sha1_base64="FMSnbyrnocxwHmljrPX34y0A0ZQ="></latexit>
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Assume to be an observation and its (true) class or label.

• Classification strategy

• Loss function

ŝ : R �! ⌦
<latexit sha1_base64="vmNxj5Zdu2cWTGqq8SmMj3r8k6k="></latexit>

y �! x̂
<latexit sha1_base64="TcjOqmO1NTxIMJYme6Ul/eHoXlg="></latexit>

ŝ(y) = x̂

(
= x true

6= x wrong
<latexit sha1_base64="7wlZdMcXhKBl41bBEGULMJ+EJtw="></latexit>

L : ⌦⇥ ⌦ �! R+
<latexit sha1_base64="PuuqGAkEqHfV5NiqoZ0ntFXnOrs="></latexit>

x
<latexit sha1_base64="1DFokBmQ4USm+I6B5LP0uR5+0L4="></latexit>

y
<latexit sha1_base64="4JAXaj6dynSrrF/LAoaksaX0188="></latexit>

L(i, j) =

(
0 if i = j

1 sinon
<latexit sha1_base64="fuSuqS7lrk4lqdGjdHNWPel5fTI="></latexit>

L is called the “0-1 loss” function
L(i, j) =

(
0 if i = j

�i,j > 0 else
<latexit sha1_base64="m9SoGgUrG8OzZtoCtg7YgewqrtQ="></latexit>



Assume    and    given, how can we measure the 
quality of    ?
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Suppose that we have N independent
observations and we know the true labels 
of the sample. 
The total loss for the sample is

We try to minimize this loss. 
According to the law of large numbers

ŝ
<latexit sha1_base64="aZkpOWLV+oWou2cOoyxCjsJjLFs="></latexit>

L
<latexit sha1_base64="mW+/j2wYdbuljT/OL1zFbSZPg9c="></latexit>ŝ

<latexit sha1_base64="aZkpOWLV+oWou2cOoyxCjsJjLFs="></latexit>

y = {y1, . . . , yN}
<latexit sha1_base64="nuZcnAVSD+dEWLeN3MsXOn3lPBw="></latexit>

x = {x1, . . . , xN}
<latexit sha1_base64="rcO/xrYYnsHafyrHo153jBzMrys="></latexit>

L(ŝ(y1), x1) + . . .+ L(ŝ(yN ), xN )
<latexit sha1_base64="6RXBoY6sW79BGeZg9xlcmItRyQk="></latexit>

L(ŝ(y1), x1) + . . .+ L(ŝ(yN ), xN )

N
�! E[L(ŝ(Y ), X)]

<latexit sha1_base64="vWXzArmHakWXtVkLGP+DOLMl2Lg="></latexit>

N ! 1
<latexit sha1_base64="U7M5OxjRj1XknVlEpldlI1aQANU="></latexit>
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The quality of the strategy is measured by (when N is large)

which is called the « mean loss ».

The Bayesian strategy, denoted by     , is the one that
minimizes the mean loss

Be carefull : this is true for a large number of samples, and 
we can’t say something for only one or two samples.

ŝ
<latexit sha1_base64="UEOPET8tTVmVdhzhvNl+YOje6Z8="></latexit>

E[L(ŝ(Y ), X)]
<latexit sha1_base64="sRmUxJlEDzlZ5RnhDQtnK8I3O7s="></latexit>

ŝB
<latexit sha1_base64="D+W+I9qkvV4R9qzaP8UVNLqpoD4="></latexit>
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Exercise : show that the Bayesian strategy with the loss
function

can be written

The minimal mean loss is then given by

ŝB
<latexit sha1_base64="D+W+I9qkvV4R9qzaP8UVNLqpoD4="></latexit>

ŝB(y) = k = argmin
j2⌦

KX

i=1

�j,i p(X = i|Y = y)
<latexit sha1_base64="J9GS4Dd9WWJwrxHSaDUlLvzUDdk="></latexit>

⇠ = E[L(ŝB(Y ), X)] =

Z

R
�(y)p(Y = y) dy =

Z

R

KX

i=1

⇡(i)fi(y)L(ŝB(y), i) dy
<latexit sha1_base64="ySoNlHpk5gFj/MIbMAei0bpj7Yc="></latexit>

L(i, j) =

(
0 if i = j

�i,j > 0 else
<latexit sha1_base64="m9SoGgUrG8OzZtoCtg7YgewqrtQ="></latexit>

Specific case: 

Express the Bayesian strategy      and the minimal mean loss    
of the classifier.

⌦ = {1, 2}
<latexit sha1_base64="/Yw+WBKxCJgOmp5w64nCC3D3oJY="></latexit>

ŝB
<latexit sha1_base64="D+W+I9qkvV4R9qzaP8UVNLqpoD4="></latexit>

⇠
<latexit sha1_base64="qr3lqn8rVg0FUNSEnLZVXCkokqQ="></latexit>

L(i, j) =

(
0 if i = j

1 else
<latexit sha1_base64="GACasBkrVCMCwH7rBFpMDIKhnjg="></latexit>



BAYESIAN DECISION
4. Gaussian case
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Example
N (µ1 = 100,�1 = 6)

N (µ2 = 110,�2 = 3)
<latexit sha1_base64="s7jwrHbIqNXf4bueaSMZjk3x39A="></latexit>

⇡1 =
1

3
,⇡2 =

2

3
<latexit sha1_base64="8dYKuk7C4HMSQLlMQ3BqKHQ6pH4="></latexit>
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Example continued

1. Calculate the Bayesian decision thresholds, i.e. when 
the decision switches from class 1 to 2, and from class 2 
to 1. For calculations, you can set

2. Assuming a L0-1 loss function, calculate the mean loss.

erf(x) =

Z x

0
e�z2

dz, with limx!1erf(x) = 1
<latexit sha1_base64="BPSnlgaEbATL5GYah8D/UiBiR7I="></latexit>

TIP : Error function (special function)

µ1 = a, µ2 = a+ 10,

�1 = s,�2 = s/2
<latexit sha1_base64="trwC5K4SeLwYrwMcvcRNC85U/pU="></latexit>

⇡1 =
1

3
,⇡2 =

2

3
<latexit sha1_base64="8dYKuk7C4HMSQLlMQ3BqKHQ6pH4="></latexit>
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1.

N (µ1 = 100,�1 = 6)

N (µ2 = 110,�2 = 3)
<latexit sha1_base64="s7jwrHbIqNXf4bueaSMZjk3x39A="></latexit>

⌧1 = 104.5, ⌧2 = 122.1
<latexit sha1_base64="sRdbhYJoX9T/XbsAUBjHT4K+ayY="></latexit>

⇡1 =
1

3
,⇡2 =

2

3
<latexit sha1_base64="8dYKuk7C4HMSQLlMQ3BqKHQ6pH4="></latexit>
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2.
N (µ1 = 100,�1 = 6)

N (µ2 = 110,�2 = 3)
<latexit sha1_base64="s7jwrHbIqNXf4bueaSMZjk3x39A="></latexit>

⇡1 =
1

3
,⇡2 =

2

3
<latexit sha1_base64="8dYKuk7C4HMSQLlMQ3BqKHQ6pH4="></latexit>


